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Abstract
Artificial intelligence is becoming embedded in institutional decision-making, public services, education, health

systems, finance, regulation, and digital platforms. Its public significance therefore depends not only on model

capability but on the organizational, legal, and social arrangements through which automated systems are selected,

configured, supervised, contested, and evaluated. This editorial argues that governing AI in the public interest is

fundamentally a problem of institutional capacity and accountability. Bias, opacity, data quality, automation bias,

privacy risks, vendor dependence, weak procurement, and fragmented responsibility can undermine otherwise

capable systems, while formal transparency alone may fail when affected people cannot understand or challenge

decisions. Effective governance requires independent auditing, meaningful documentation, contestability, human

oversight, public-sector expertise, procurement standards, longitudinal evaluation, and evidence about actual

social outcomes after deployment. Identical technologies can produce different consequences across organizations

because professional norms, legal safeguards, incentives, data infrastructures, and administrative practices shape

how AI is used. Research should therefore evaluate AI as a socio-technical institutional system rather than as an

isolated technical artefact.
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1.0 Introduction

1.1 Context and Problem Framing

Artificial intelligence is no longer confined to experimental laboratories or private technology firms. Automated
decision systems increasingly support eligibility screening, fraud detection, risk classification, resource allocation,
inspection, recruitment, customer service, educational analytics, clinical decision support, financial services,
content moderation, and administrative case management. Public organizations are drawn to these systems
because they promise greater speed, consistency, personalization, and capacity to analyse large volumes of data.
Wirtz et al. (2019) identify a wide range of public-sector AI applications, while Sun and Medaglia (2019) show that
adoption simultaneously creates organizational, data, technical, legal, ethical, and social challenges. More recent
evidence indicates that public institutions are beginning to build governance processes around AI rather than
treating ethical principles as external guidance alone (de Almeida & dos Santos Júnior, 2024). International policy
frameworks likewise increasingly frame public-sector AI as a lifecycle governance problem involving data, people,
procurement, deployment, monitoring, and accountability (OECD & UNESCO, 2024; OECD, 2025).

The central tension is that institutional use changes the stakes of technical performance. An inaccurate
recommendation in a low-consequence consumer application is different from an automated assessment that
influences access to benefits, employment, education, health services, credit, or regulatory attention. Algorithmic
systems can reproduce historical inequalities when labels and training data reflect biased institutions, and even
apparently neutral variables may function as proxies for protected or disadvantaged characteristics (Barocas &
Selbst, 2016). Fairness cannot therefore be resolved solely by optimizing mathematical metrics because social
categories, institutional objectives, and decision procedures shape what counts as a fair outcome (Selbst et al.,
2019). Opacity creates a related problem: even when code or model documentation is available, organizational
complexity may prevent affected people or frontline professionals from understanding how a decision was
produced (Ananny & Crawford, 2018). Governance must consequently concern the full decision process, not only
the model.

1.2 Why the Issue Matters

The proposition advanced here is that AI governance should be assessed by whether institutions can justify,
supervise, correct, and learn from automated decisions in practice. Accountability involves identifying who has
authority to approve deployment, who monitors performance, who responds to errors, and how affected people can
challenge consequential outcomes. Kroll et al. (2017) demonstrate that accountable algorithmic systems require
procedural and technical mechanisms capable of supporting oversight rather than simple disclosure. Public
administration scholarship similarly emphasizes that automation redistributes discretion instead of eliminating it,
moving choices into model design, procurement, data management, thresholds, and override procedures (Bullock,
2019; Young et al., 2019). Governing AI in the public interest therefore requires institutional capacity to connect
technical evidence with rights, public values, professional judgment, and mechanisms of redress.



2.0 Current Landscape

2.1 AI Adoption

The contemporary AI-governance landscape combines principles, risk frameworks, regulatory requirements,
organizational controls, auditing practices, and documentation mechanisms. High-level ethical frameworks have
converged around ideas such as fairness, transparency, accountability, privacy, safety, and human agency, although
their translation into operational practice remains uneven (Floridi et al., 2018; Jobin et al., 2019). Risk-oriented
governance frameworks increasingly attempt to make these principles actionable. The NIST AI Risk Management
Framework organizes governance around mapping context, measuring risk, managing it, and establishing cross-
cutting governance functions (National Institute of Standards and Technology, 2023). The European Union's
Artificial Intelligence Act adds legally differentiated obligations according to risk and use context, demonstrating a
wider shift from voluntary principles toward enforceable lifecycle requirements (European Union, 2024).

2.2 Algorithmic Decision-Making

Public-sector implementation nevertheless depends on organizational arrangements. Kuziemski and Misuraca
(2020) show that automated decision-making can intensify power asymmetries when public institutions lack
adequate governance mechanisms. Zuiderwijk et al. (2021) similarly identify benefits and risks that span service
quality, efficiency, privacy, explainability, accountability, and organizational readiness. Empirical work across
public organizations indicates that training, standards, internal processes, and coordination are important
determinants of AI-governance maturity (de Almeida & dos Santos Júnior, 2024). These findings reinforce the view
that governance capacity is not supplied automatically by regulation; it must be embedded in budgets, roles,
professional expertise, procurement, records management, and operational routines.

2.3 Regulatory Responses

Algorithmic auditing has become one of the most concrete accountability mechanisms. Raji et al. (2020) propose
end-to-end internal auditing that examines system development, documentation, testing, and organizational
accountability rather than limiting review to model outputs. Model cards and datasheets provide complementary
documentation of intended uses, evaluation conditions, dataset provenance, limitations, and known risks (Gebru
et al., 2021; Mitchell et al., 2019). Yet documentation is only meaningful when people have authority and expertise
to act on it. The increasingly recognized fallacy of equating technical functionality with successful institutional
function is particularly relevant here: a system can produce technically valid outputs while failing to accomplish
the public purpose for which it was introduced (Raji et al., 2022).

2.4 Public-Interest Governance

Human interaction also forms part of the governance landscape. People may reject accurate systems because they
distrust algorithmic judgment, but they may also over-rely on automation when it appears objective or
authoritative. Dietvorst et al. (2015) document algorithm aversion after observed mistakes, while Logg et al. (2019)
demonstrate algorithm appreciation under other conditions. Lee (2018) shows that perceptions of fairness vary
according to the type of decision and whether it is made by humans or algorithms. Governance therefore requires
attention to how professionals and citizens interpret automated systems, not simply whether an explanation
mechanism exists.



3.0 Critical Challenges

3.1 Accountability

Bias and unequal impact remain central challenges because automated systems learn from institutions and social
environments that are themselves uneven. Statistical parity across one dimension cannot guarantee fair treatment
when historical labels, sampling practices, measurement choices, and deployment procedures encode structural
inequalities. Mehrabi et al. (2021) catalogue multiple sources of bias across data, algorithms, and evaluation, while
Selbst et al. (2019) warn that abstraction can separate technical fairness interventions from the institutional
context that gives them meaning. Public organizations therefore require both quantitative assessment and domain-
specific inquiry into who is affected, which errors are consequential, and whether outcomes are contestable.

Opacity and fragmented accountability create a second challenge. Complex models, vendor contracts, proprietary
data pipelines, and outsourced infrastructure may prevent agencies from explaining or independently verifying
system behaviour. Formal disclosure can be inadequate when technical information is inaccessible to citizens or
when no institution has the capacity to investigate it. Ananny and Crawford (2018) argue that transparency is
limited when it focuses on seeing inside systems without addressing power and institutional relations. Busuioc
(2021) similarly emphasizes that AI accountability requires identifiable forums, actors, obligations, and
consequences. Vendor dependence can weaken this chain when proprietary claims or contractual arrangements
prevent independent scrutiny.

3.2 Transparency

Procurement and institutional expertise are therefore governance issues in their own right. Public agencies may
acquire AI systems before they possess the technical personnel, data governance, legal expertise, or evaluation
procedures needed to manage them. OECD and UNESCO (2024) identify skills, governance, data, infrastructure,
and procurement as recurring implementation concerns. Procurement documents that specify functionality but
omit audit access, performance monitoring, retraining responsibilities, incident disclosure, or data portability can
create long-term dependence. Such arrangements can shift important public decisions toward vendors without a
corresponding transfer of public accountability.

3.3 Unequal Impacts

Contestability remains underdeveloped in many automated processes. People affected by consequential decisions
need to know that automation was used, understand the relevant basis for a decision, correct inaccurate data, and
seek meaningful review. These requirements are distinct from generic explainability. Kroll et al. (2017) emphasize
procedural mechanisms for accountability, while the EU AI Act formalizes human oversight, information, and risk-
management obligations for defined classes of systems (European Union, 2024). Without workable appeal routes,
an apparently transparent system may remain institutionally unaccountable.

3.4 Institutional Capacity

Post-deployment evaluation is another major weakness. Performance can change as populations, policies, data
sources, professional practices, or vendor models evolve. Automated systems may also alter human behaviour and
organizational routines, producing effects that were absent during pre-deployment testing. Wirtz et al. (2022)
argue for risk-oriented AI governance, but institutional evidence is still thin regarding how organizations detect
harms, document incidents, measure unequal outcomes, and retire systems that no longer serve their intended
purpose. Public trust depends not on promises of responsible AI but on visible evidence that institutions can
recognize and correct failures.



4.0 Discussion and Priorities

4.1 Integrative Discussion

AI governance is often described as if better technical design and better institutional governance were separable
tasks. In practice they are interdependent. A model's threshold determines how many cases reach human review;
staffing levels determine whether that review is meaningful; procurement contracts determine whether retraining
or auditing is possible; professional norms influence whether users challenge automated recommendations; and
legal rights determine whether affected people can contest an outcome. The same model can therefore produce
different consequences across institutions because governance conditions alter how predictions are translated into
decisions.

This perspective helps explain why public-interest governance cannot be reduced to a checklist of ethical
principles. Principles such as transparency, fairness, privacy, and accountability can conflict or require contextual
interpretation. Excessive transparency may expose security-sensitive information or personal data, while
insufficient disclosure weakens contestability. Greater automation can improve consistency while simultaneously
increasing automation bias or reducing opportunities for professional judgment. Highly explainable systems may
still be based on poor data, while technically fair models may be embedded in inequitable policies. Governance
must address these interactions rather than optimizing each characteristic independently.

Institutional incentives also shape outcomes. Agencies under pressure to reduce costs may use AI primarily to
increase throughput, while organizations emphasizing professional quality may deploy the same technology as
decision support. Vendors may optimize for contract metrics that differ from public value. Frontline workers may
develop informal workarounds when system outputs conflict with experience. These dynamics illustrate why socio-
technical analysis is indispensable: the governance of AI is simultaneously about code, data, organizations,
professions, markets, law, and public legitimacy.

Trust should consequently be treated as an outcome of demonstrable institutional competence rather than a
communications objective. Citizens do not need unconditional trust in automated systems; they need justified
confidence that systems are evaluated, documented, supervised, appealable, and correctable. Meaningful
governance therefore connects technical evidence with institutional responsibility and creates mechanisms
through which mistakes can produce learning rather than concealment.

Complementary scholarship informing this synthesis includes European Union. (2024); Kaur (2020); National
Institute of Standards and Technology. (2023); OECD (2024); OECD. (2025); Zarsky (2016); and Zerilli (2019). These
works broaden the evidentiary base considered across the field.

4.2 Research and Practice Priorities

The first priority is independent, context-sensitive auditing. Audits should assess data provenance, performance,
subgroup effects, security, human interaction, organizational incentives, and downstream consequences rather
than treating fairness metrics as sufficient. Internal auditing frameworks provide an important foundation, but
high-consequence systems also require credible external scrutiny and clear access rights for auditors (Raji et al.,
2020).

Second, public-sector AI evaluation should extend beyond pre-deployment accuracy. Institutions need
longitudinal evidence on error patterns, appeals, overrides, disparate outcomes, workload, service quality, and
behavioural adaptation. Evaluations should compare automated systems with realistic human or organizational
baselines rather than idealized alternatives. Evidence about actual social outcomes is particularly important where
AI changes access to services or redistributes administrative attention.



Third, transparency should be designed for use. Model cards, dataset documentation, procurement records,
impact assessments, and public notices should identify intended purpose, limitations, responsible actors,
evaluation results, and routes for complaint (Gebru et al., 2021; Mitchell et al., 2019). Technical disclosure should be
complemented by explanations tailored to professionals and affected members of the public.

Fourth, contestability requires operational design. Institutions should establish correction procedures for
inaccurate data, human review for consequential decisions, time-bounded appeal processes, and records sufficient
to reconstruct how an outcome was produced. These mechanisms should be tested with users rather than assumed
to work because they exist on paper.

Fifth, institutional capacity must be treated as infrastructure. Public organizations need multidisciplinary teams
capable of evaluating data quality, model performance, procurement, security, privacy, law, accessibility, and social
impact. Training is particularly important because governance frameworks are ineffective when decision-makers
and frontline users do not understand their obligations (de Almeida & dos Santos Júnior, 2024).

Sixth, procurement standards should require auditability, documentation, version control, incident reporting, data
portability, performance monitoring, and clear responsibility for updates. Agencies should avoid contracts that
make independent verification technically or legally impossible. Finally, replication and comparative institutional
research should examine why similar AI systems produce different outcomes across jurisdictions and organizations.
Such evidence can identify which governance arrangements actually improve accountability rather than merely
formalizing it.

4.3 Implications for the Journal's Scope

Research on AI governance should be judged by the quality of its evidence about both technology and institutions.
Strong contributions will connect algorithmic design with public administration, sociology, information systems,
law, organizational studies, communication, development, and professional practice. Studies of governance
principles are valuable when they specify how principles are operationalized, measured, and enforced; empirical
work is especially important when it examines actual deployment rather than hypothetical acceptance alone.

The field also benefits from research that studies failed implementations, contested systems, procurement
processes, audit mechanisms, appeals, organizational learning, and post-deployment effects. Such work can reveal
institutional conditions that remain invisible in laboratory evaluations. Comparative studies across countries,
sectors, and organizational forms are particularly useful because they help distinguish technology-specific effects
from consequences produced by governance context.

Submissions addressing automated public services, algorithmic accountability, auditing, responsible procurement,
human oversight, generative AI in institutions, data governance, or public trust should therefore make explicit how
technological and organizational mechanisms interact. The broader scholarly objective is not to promote or resist
AI as a category, but to establish credible evidence about when, where, and under what safeguards automated
systems serve legitimate institutional purposes.

4.4 Conclusion

Artificial intelligence increasingly participates in institutional decisions that distribute opportunities, burdens,
attention, and resources. Its governance cannot therefore be delegated to technical teams alone or reduced to
generic ethics statements. Public-interest outcomes depend on data quality, model behaviour, procurement,
professional practice, legal safeguards, organizational incentives, oversight capacity, and the ability of affected
people to challenge consequential decisions.



The most important shift is from governing models to governing decision systems. This means documenting who
defines objectives, which data are used, how performance is evaluated, when humans can override automation,
what vendors are required to disclose, how incidents are investigated, and how systems are changed or withdrawn
when evidence deteriorates. It also means measuring actual institutional and social outcomes over time rather than
assuming that technical performance translates directly into public value.

Responsible governance should not demand perfect prediction or complete transparency. It should demand
proportionate evidence, identifiable responsibility, meaningful contestability, and continuing institutional capacity
to learn from failure. The public interest is served when automation remains subordinate to legitimate purposes
and when institutions can explain not only what an AI system predicts, but why it is being used, how its
consequences are monitored, and who remains accountable for the decisions made around it.
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